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Performance of DNN

When training DNN we usually struggle with the improvement of 
hyperparameters, structures and training models to achieve better 
training speed and final performance. We can try (some ideas):

• Collect more training data (and label them for supervised training).

• Diversify training data to represent a computational task better.

• Use different network architectures and different numbers of layers and neurons.

• Use different activation functions and different sequences of various layers.

• Experiment with various hyperparameters and try different combinations of them.

• User regularization, dropout, optimization methods (e.g. Adam optimizer).

• Train a chosen network longer with different or changing learning rates.

How to quickly and smarter choose between various training strategies?

We always have limited resources (time and computational power) to solve 
a given problem and must cut costs in the commercial implementations!
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Orthogonalization

Orthogonalization:
• Is a clear-eyed process about what to tune and how to achieve a supposed effect.

• Is the process that let us refer to individual hyperparameters in such a way that we can fix 
a selected training problem by tuning on a limited subset of hyperparameters.

• Why do we prefer to use drones over helicopters?

• Which one is easier to control and why?

• Is it easier to control a single knob changing 
a single parameter or a compound joystick changing many parameters at the time?

• Have you tried to fly a helicopter and/or a drone in the past? What is your experience?
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Car Controllers

What about the car controllers like a weal, pedals, knobs, shifts and buttons?

Is it easier to control it (e.g. speed) when each parameter is controlled separately?

What do you prefer to control the car:

▪ set of controllers (like weal, pedals, knobs, shifts and buttons) that control 
individual parameters of the car (speed, direction, etc.) or

▪ an integrated controller (like joystick) that can control a combination of 
parameters (like speed and direction) by the same move?
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Chain of Machine Learning Goals

When developing and training the model we usually follow the 
following chain of goals:
1. Fit a training set well on a cost function trying to achieve the human-level of 

performance.

2. Fit a dev set (validation set) well on a cost function to get good generalization 
properties verified during the training process.

3. Fit a test set well on a cost function to be sure that the generalization is good 
enough and validated on the data that were not used during the training process.

4. Next, we hope that the model will perform well in real world.

• If the model does not fit well in any of the first three steps, we need to know what 
we can do with the model, its hyperparameters and the training to achieve the goal!

• Therefore, we want to define knobs (hyperparameters, optimization strategies that 
can help us) for each step to control the training process to fit the model well.
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Knobs for Tuning the Training Process

In certain steps of the training process, we can use different knobs:

Fit a training set Fit a dev set Fit a test set Fit on real-word data

Bigger network Smaller network Bigger dev set
Training data were 
not representative

Adam optimizer Regularization
Cost function not 

enough well defined

Xavier initialization Bigger training set

Early stopping Early stopping

Add new features Add new features Add new features
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Single Number Evaluation Metric

When adapting the network we usually train it with different 
hyperparameters and comparing achieved precision and recall:
• Precision – defines the percentage of correct classifications, e.g. if the achieved 

precision is 98% after the training is finished, and the network says that the input is 
a car, there is a 98% that it really is a car.

• Recall – is the percentage of correctly classified objects (inputs) for training classes, 
e.g. how many cars of all the cars from training data were correctly classified?

• Which classifier from the above three is the best one?

• It turns out that there is often a trade-off between precision and recall, 
but we want to care about both of them!

• We sometimes use F1 Score that is a harmonic mean of the precision and recall.

Classifier Precision Recall F1 Score

Classifier A 96% 90% 92,90%

Classifier B 98% 88% 92,73%

Classifier C 94% 93% 93,50%

𝑭𝜷 =
𝟏 + 𝜷𝟐 ∙ 𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏 ∙ 𝑹𝒆𝒄𝒂𝒍𝒍

𝜷𝟐 ∙ 𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏 + 𝑹𝒆𝒄𝒂𝒍𝒍
=

=
𝟏 + 𝜷𝟐 ∙ 𝑻𝑷

𝟏 + 𝜷𝟐 ∙ 𝑻𝑷 + 𝜷𝟐 ∙ 𝑭𝑵 + 𝑭𝑷
𝜷 - how many times recall is more important than precision

TP – true positive, FP – false positive, FN – false negative

𝑭𝟏 =
𝟐

𝑷𝒓𝒆𝒄𝒊𝒔𝒊𝒐𝒏−𝟏 + 𝑹𝒆𝒄𝒂𝒍𝒍−𝟏
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Precision and Recall in view of Confusion Matrix 

Confusion Matrix groups the results of classification:
• TP (true positive) – is the number of examples correctly classified as positive (class A).

• FP (false positive) – is the number of examples incorrectly classified as positive (class A).

• TN (true negative) – is the number of examples correctly classified as negative (class B).

• FN (false negative) – is the number of examples incorrectly classified as negative (class B).

Precision = TP / (TP + FP)    Recall = TP / (TP + FN) Accuracy = (TP + TN) / ALL

Precision – a ratio of how 
many examples were 
correctly classified as 
positive (class A) to all 
examples classified as 
positive (while not all 
are really positive, i.e. of 
class A).

Recall – a ratio of how 
many examples were 
correctly classified as 
positive (class A) to all 
positive (class A) 
examples in the 
training set.

Accuracy – a ratio of how 
many examples were 
correctly classified to all 
examples in the training 
set.
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Metrics and Measures of Results

The most popular measures of results are:
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Metrics for Comparison of Classifiers

When we have results collected by many classifiers, we need to choose 
the best one, preferably using a single criterion that takes into account 
e.g. various positive or negative classifications for all classes separately:

• Compute the average error or harmonic mean for all classes and classifiers to compare them:

• Thanks to such measures we can more easily point out the best classifier taking into account 
results collected for all classes.

Classifier Class A Class B Class C Class D Average Harmonic Mean

A 95% 90% 94% 99% 94.5% 94.39%

B 96% 93% 97% 94% 95.0% 94.97%

C 92% 93% 95% 97% 94.3% 94.21%

D 94% 95% 99% 94% 95.5% 95.46%

E 97% 98% 95% 97% 96.8% 96.74%

F 99% 91% 96% 92% 94.5% 94.39%
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Other Criteria for Choosing Classifier

Sometimes an application must run in real-time, so we cannot 
simply choose the classifier with the best accuracy, precision, or 
recall, but we must take into account the classification time:
• The accuracy must be the highest but available at the acceptable time, e.g. < 100 ms

• Sometimes we must take into account various criteria to find out the suitable 
classifier, e.g. we choose this one with the highest accuracy if its classification time 
is lower than 100 ms.

• The accuracy is optimized, while the classification time must be satisfied.

• So we have to do with multi-criteria optimization.

Classifier Accuracy Classification Time

A 94.5% 70 ms

B 95.0% 95 ms

C 94.3% 35 ms

D 95.5% 240 ms

E 96.8% 980 ms

F 94.5% 60 ms
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Train, dev, and test sets distribution

Train, dev (validation), and test set should be set up in such a 
way that they share data of all distributions in the same way:
• When we would like to create a classifier (or another predictor) for data coming 

from the various data distributions, e.g. the whole world or different countries of 
the company, we should take care about way how the data are distributed to the 
train, dev, and test sets. On the other hand, we can train the model almost perfectly 
on the train data and validate it on the dev set, but it will not work on a test set!

Examples:

• If we train and validate the model on data coming from rich people, it will rather 
not work for people with low incomes and vice versa.

• If we train and validate the model for men, it will rather not work for women and 
vice versa.

• If we train and validate the model for data coming from Europe, it will rather not 
work data coming from China or US and vice versa.

The train, validation and test target must be the same, i.e. train, dev, and test data 
must be taken from the same data distributions, i.e. they must be representative for 
the solved problem.
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How to split data to train, dev, and test sets?

Old way of splitting data (for small datasets < 100 thousands), e.g.:

• Train set : dev set : test set = 60% : 20% : 20%

• Train set : dev set : test set = 70% : 15% : 15%

• Train set : dev set : test set = 80% : 10% : 10%

New way of splitting data (for large datasets used in deep learning):

• Train set : dev set : test set = 98% : 1% : 1%

• Because training data today have huge amount of training samples (> 1.000.000), 
so 1% is enough for validation or testing (1% from 1.000.000 is 10.000 of validation 
or testing examples), and thanks to it we can use more examples (data) for training!

• The test set should be big enough to give high confidence in the overall performance 
of the trained system or solved task.
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Different Treatment of Training Examples

Training examples might be treated in the same or different way, 
i.e. they can influence the training process with different strength:
• We can modify the definition of the error function in such a way to add the 

strengthening factor 𝒔(𝒊) for each training example to let it influence on (impact)
the training process with a different strength:

• 𝑱 𝒘, 𝒃 =
𝟏

σ𝒊=𝟏
𝒎 𝒔(𝒊)

σ𝒊=𝟏
𝒎 𝒔(𝒊) ∙ 𝑳 𝒂(𝒊), 𝒚(𝒊)

• In this way, we can avoid some unwanted classifications.

Data attributes can also have different values for the training process (e.g. we want 
the gender not to influence the training process much), so we can bind different 
strengths with different attributes, weakening these which should have reduced 
influence on the classification process and strengthening those which are 
especially important from the classification point of view.

Sometimes we even avoid using some attributes like race, sex, age, disabilities, 
health condition, political or religious affiliation etc. not to discriminate some 
groups of people or other objects because of the law or equal opportunities.

http://home.agh.edu.pl/~horzyk/index-eng.php


Human-level Error and Perfromance

Suppose that we try to classify some medical images:

The classification can be made by different humans or their teams:

Classification made by: Produces the error

(a) Typical human 25%

(b) Typical doctor (expert) 4%

(c) Experienced doctor (expert) 1%

(d) Team of experienced doctors (experts) 0.4%

Human-level error (d) is defined as the lowest possible error that might 
be achieved by the human team of the best experienced experts.
We assume that nobody contemporarily can do it better!

for some groups of training examplesfor some groups of training examples
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Human-level Performance

Human level-error and performance are defined by the human team of the world's best experts:

• Then cannot be contemporary surpassed by any human or the human team.

• If they would be surpassed in the future, then they automatically set a new human-level performance and a new human-level error.

Bayes optimal (the best possible) error and performance are defined by the blurred and noisy training examples that 
nobody and nothing can recognize or differentiate them due to the low quality:

• They can be never surpassed: Bayes optimal error ≤ Human-level error and   Bayes optimal performance ≥ Human-level performance

• The Bayes optimal performance can be higher than a human-level performance.

• The Bayes optimal error can be lower than a human-lever error.

• It is many times very close to the human-level performance, where humans are very good at.

• Sometimes it is equal to the human-level performance when data are labelled by humans, so we cannot surpass this level in these cases.

Avoidable bias is an error defined by the difference between the training error and the human-level error:
avoidable bias = training error – human level error

Bias is an error defined by the difference between the training error and the Bayes error: bias = training error – Bayes level error

Variance is an error defined by the difference between the dev error and the training error: variance = dev error – training error
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Error Analysis of the Model

Analysis of the collected results and error levels allows us to look for a better solution 
by the implementation of some tips and tricks to improve the model performance.

Let’s analyse a few examples: 

* Bayes error is not always known because the human-level abilities sometimes disallow to determine it. 
It might be experimentally determined or known due to the constructed training data set.

Tips and methodology:

We should not try to decrease variance if the avoidable bias is still high.
First, we should always decrease bias and when it is low enough, start decreasing variance.

Error Type Model A Model B Model C Model D

Bayes error* 0.5% 0.5% 0.5% 0.5%

Human-level error 0.7% 0.7% 0.7% 0.7%

Bias / Avoidable Bias 3.0% / 2.8% 3.0% / 2.8% 0.5% / 0.3% 0.3% / 0.1%

Training error 3.5% 3.5% 1.0% 0.8%

Variance 4.3% 0.8% 4.0% 0.2%

Dev error 7.8% 4.0% 5.0% 1.0%

Conclusion:
High Bias

High Variance 
First focus on Bias

High Bias
Low Variance
Focus on Bias

Low Bias
High Variance

Focus on Variance

Low Bias & Variance
Quite well-trained 

model
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Minimizing Bias and Variance

During the model development and tuning, we try to minimize bias and variance.

Bias tells us about the ability of the model to adapt to the training data.

• Bias is the basic evaluation of the quality of the constructed model. If bias is poor, the model should 
be reconstructed and/or we should use bias-rising methods to minimize it.

Variance defines the generalization property of the model and tells us how well it 
can generalize about training data, dealing with a dev set and probably also with a 
test set and real-world data.

• If variance is poor, the constructed model is useless, because the main goal of machine learning is 
the generalization that allows us to use the trained models to real-world data.

• We should reconstruct the model and/or adapt variance-rising methods to achieve smaller variance.

Human-level performance reflects the quality of training data and the wisdom and 
experience of the humanity to solve the problem of a given kind.

• If the training data quality is poor or training data are contradictory, we cannot achieve better 
performance because nobody (event the team of human experts) can do the given task better.

• We can try to rise the quality of the training data (train set) to rise the human-level performance.

• Sometimes training data are described/defined by too small subset of attributes that do not allow to 
differentiate them enough (ambiguity producing contradictions) and to discriminate them in the 
classification process. In this case, we should redefine the train set adding new attributes (features) 
that describe the train objects in such a way that the diversity of them allow us to discriminate them.
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Surpassing Human-level Performance

Generally, it is not easy to surpass the human-level performance, 
especially for various perceptions, speech and image recognition etc.

Surpassing human-level performance is possible for many problems:
• Product recommendations

• Online advertising

• Predicting transit time in logistics

• Loan approvals

• Many big data problems where humans cannot analyse them

• Non-natural perception tasks that were not evolved in humans over millions of years

• Various structural data requiring complex comparisons and analysis

• etc.

It occurs when the achieved training error (e.g. 0.3%) is less than the human-level error (e.g. 
0.5%).

It may be difficult to establish how much the human-level performance might be overpassed 
and what would be the final performance and the bias of training that could be still avoided.
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Guidelines for Minimizing Errors

What can we do when the quality indicators of the model are low?

What are the guidelines for minimizing errors and improving performance?

Bayes error or 
Human-level error is high

Training error is high
Bias is high

Dev (validation) error is high
Variance is high

Clean data
(remove possible bugs, 

inaccuracy, blurred data, 
outliers etc.)

Better or bigger network 
architecture 

(more parameters to enrich 
the too simple model)

Better or smaller network 
architecture 

(less parameters 
avoiding overshooting)

Add discriminating attributes Xavier initialization Regularization (L2, dropout)

Remove ambiguity 
(contradictory training data)

Use better optimization 
algorithms (e.g. Adam, 
RMSprop, momentum)

Bigger training set of 
the same distributions 

as the dev set

Reconstruct training data Train longer (more epochs) Early stopping

Transfer learning Transfer learning

Better hyperparameter 
(network structure) search

Better hyperparameter 
(network structure) search

Data augmentation
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Error Analysis and Overgoing Troubles

When you train the network, trying to implement various tips and tricks, but you are 
still unsatisfied of the achieved results, you can try to analyse results, e.g. incorrectly 
classified examples, and overgo these troubles implementing special routines into them:

• Check to which classes belong incorrectly classified examples? Are they of one or more classes?
Do one class patterns prevail in them or not?

• Focus your effort on the most numerous incorrectly classified examples of one class because it can 
help you to decrease the error the most (ceiling) if you succeed.

• Are trained classes represented evenly in the training set? If not, try to balance the size of all classes, 
e.g. using augmentation to the less numerous classes or to reduce unevenly the learning rates 
implemented to various classes taking into account the number of examples which represent them.

• You can try to strengthen the training process for the incorrectly classified examples, e.g. use 
different learning rates for various training examples, i.e. the bigger learning rates for examples that 
are difficult to train.

• Check what the neurons of the network represent and whether the classification is not based on the 
object surrounding instead of the classified object self.

• Finally, try to find out all possible categories of errors and count up their occurrences:

Example Too big Blurry Mislabeled Cars Data Distribution 1 Weak representation of this class Comments

1

2

…

% of total: 15% 42% 18% 32% 12% 18%
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Cleaning and Correcting Mislabeled Data

Deep learning algorithms are usually robust, so the random errors and 
mislabeled training data should not spoil much the training process, 
but if there is a lot of incorrectly labeled data, they should be corrected:

• How to correct the training set when it consists of thousands/millions of examples?

• If the number of mislabeled examples is not too big (> 10%), we can try to learn the 
model using all correctly and incorrectly labeled examples, then filter out all 
misclassified examples and correct or remove those which are mislabeled, next, 
continue or start the training process from scratch again and again until we correct 
enough mislabeled data and achieve satisfying results of training the model.

• We can also use unsupervised training method to cluster training data, next, in each 
cluster, filter out all differently labeled examples to the most numerous class(es) 
represented be each cluster, and correct the mislabeled examples.

• If training data contain blurry or misleading examples, we can also remove them 
from the training set (cleaning it). Such examples are removed during the error 
analysis of the filtered out incorrectly classified examples. After removing of such 
examples, we start the training process again and again until we remove enough 
poor-quality examples and achieve satisfying results of training the model.
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Combining Data from Different Distributions

When training the model using data from different distributions, 
we should construct training, dev and test sets from all distributions!

EXAMPLE (a possible data mismatch problem):

High-quality data distribution Low-quality data distribution

Take the data from both distributions together and shuffle them:

Next, split them into training, dev and test sets:

If you don’t put the data together and shuffle them, they might be trained, validated, 
and tested on different distributions and dev and test results might be very poor:

Distribution 1: 100000 examples Distribution 2: 20000 examples

Distribution 1+2: 120000 examples

Training Dev Testing

Training Dev Testing

Distribution 1 Distribution 2
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Identifying Data Mismatch Problem

If the dev set is composed from various distributions, but the training 
set is taken only from one distribution (or a subset of distributions), 
then dev error on the subsets of dev sets will differ!

In this case, we usually achieve the following:

human-level error < training error < dev1 error < dev error < dev2 error < testing error

This indicates the data mismatch problem, i.e. the model has been trained on a limited 
subset of distributions (not all distributions).

The difference between testing error and dev error indicates the overfitting problem.

Training Dev Testing

Distribution 1 Distribution 2

Dev1 Dev2
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Overcome the Data Mismatch Problem

When dev data, testing data or real-world data differ from training 
data, we can try to artificially synthetize new training data which will 
be more similar to real-world data (noise data augmentation), e.g.:

• We can add typical noise to training data.

• Blur training data.

• Add some distortions to training data.

http://home.agh.edu.pl/~horzyk/index-eng.php


Let’s start to change hyperparameters!
✓ Improving performance of the training 

✓ Speeding up the training process

✓ Not stacking in local minima

✓ Using less computational resources to get the model
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